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Examples of images generated using SD
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A naive idea

label image
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A naive idea

label image

Observation I: For multiple predictions for the same input, the predictors will
learn to output the average of the labels.
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Predicting a pixel — Autoregressor

{RGB}

@ Observation II: There is no blurring effect. Since, the average value of
many colors is still a color.

@ Observation II: Why not chain the two neural networks?
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Classical Cartography




Classical Cartography (with better clocks)
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Latent variable: Plato’s Allegory of the Cave
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Probability theory

For given data x and it’s latent variable z, the joint probability distribution
p(z, 2) is given as,
p(z, 2) = p(z) - p(2|z) 1)

The marginalized latent z provides the full probability of seeing the data,

p(z) = / p(,2) dz (@)

And from Bayes’ rule,
p(z]2) - p(2)
zlz) = ———=——= 3
plele) = ZEES 0
where, p(z|z) is the posterior, p(z|z) is the likelihood, p(z) is the prior and
p(z) is the evidence.
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Probability theory

z the data we have collected

p(z) is the true distribution we want to estimate
94 () the our current best idea of p(z)

p(z, 2) is the true data distribution

94 (2|z) our current best idea of latent with the data at hand
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ELBO: Evidence lower bound

The log of the true distribution is given by,
log p(z) = log p(z) / 4y (2|z) dz (4)

- / 46(212) log () dz = Eq, 31 llog p() (5)

p(a,7) - asela)
FEER L

a5 (+12) [ log %] (7)

Eqy (1) [ log %] =Eqg(zlz) [ log
p(z,2) LGN

#|z) | log
q¢( | )[ 74(2|7)

p(z, 2)
_Eq¢(zlm)[10g ( |z

)
(2, 2)
95 (2]2)

Goal: Minimize the KL-divergence, i.e, maximize ELBO.

] + Dxulgs(2l2) || p(2]2)] (8)

> Eq,(22) | 108 ] the “evidence lower bound” 9)
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Variational Autoencoders

po(z]2)
S

®__.®

~_
99 (2]2)

p(z, 2)

Egy(alo) [108 (zm] =Eq,(2l0) [log IM] (10)

g4 (2|7)
=By, (zlz) [log po(2]2)] + Eq, (21x) [log %] (11)

= Eq, (zl) [log po(2]2)] — Dr(as(2]2) [ p(2))  (12)

TV TV
reconstruction term prior matching term
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VAE: Optimization

The ELBO is optimized jointly over parameters ¢ and 6, with the following
priors:

gs(2z) = N(2; po(2), 05 (2)1) (13)
p(2) = N(%0,1I) (14)
with the objective,
argmax E g4 (z|x) [l0g po(2]2)] — Dxrgs(2|7) || p(2) (15)
L
%argr%leogpe(xlz(”) — Dxrgs(2|7) || p(2) (16)
Tl=1

where {z(l)}lel is the latents sampled from g, (z|z) for every z, with
reparameterization z = pu + oe and € ~ N(0, 1).
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Markovian Hierarchical Variational Autoencoder

(wlzo (xlzl (wlzz) (wIZT 1)
q(Zon) q(z1| ) (Zzlx) Q(ZT_1I$)
Joint distribution and posterior,
p(z, 21:7) = p(21)po ( wlzl)Hpe 2-1|2) (17)
t=2
T
ap(21.712) = gp(21) [ ] 9s(2el26-1) (18)
t=2
(21)po(al21) [T, po(-112)
ELBO: E,, (5., |log ~ =2
g¢(z1.7|z) |108 q¢(z1|w)Hf=2Q¢(z¢|zt—1) :|
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Variational Diffusion Model

A Variational Diffusion Model is simply a MHVAE with three restrictions,
I. The latent dimension is exactly equal to data dimension.

II. The latent encoder is pre-defined to be linear Gaussian model, i.e,
encoder is it is not learned.

III. The latent encoders’ parameters vary over time in such a way that the
distribution at the final timestep is standard Gaussian.
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Restrictions

p(zolz)  p(m-1lze) | p(zelzerr) p(zr—1lzr)

®_ - _ @@

q(@lzo)  g(mlz—1)  q(@egalze) g(zr|zr-1)
Restriction I lets me abuse the notation and write z = z and hence the
posterior is,

g(zr:7lm) = [ ] a(zlz-1) (19)

Restriction II lets me encoder as, q(z¢|7—1 = N (¢ /0¢ 241, (1 — a¢)I) And
the decoder as (Restriction III),
T

p(zo:7) = p(ar) [ | po(@i-1lz) and p(z7) = N(z7;0,1) (20)

t=1
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VDM ELBO

log p(2) = Eq(s,12,) [108 po(20|21)] — D (¢(er|%0) || p(27)) (21)
reconstn;;(tion term prior ma?(:?ling term

- Z Eq(ail0) [Dkr(q(m—1|2t, 20) po(T:—1|71))]

t=2

vl

~
denoising matching term

e The reconstruction term is the same as the one from vanilla VAE.
e The prior matching term from vanilla VAE is KL-div of final noise
distribution and standard Gaussian. It is zero. (Restriction IIT)

o The denoising matching term is the most most important term. This
learns how to denoise a noisy input, i.e, minimized when two denoising
step match as closely as possible.
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